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(4)Using data to optimize processes and enable data-driven decision making to increase pro-
ductivity is on today’s agenda of many organizations. In the context of road maintenance,
data-driven technologies can have a huge impact by enhancing processes, reducing costs and
increasing road safety. This thesis investigates how data-driven technologies can improve the
process of road maintenance at the City of Copenhagen as case study. Three currently used
stand-alone systems have been combined to generate new data insights. This thesis proposed
a new approach to develop a Pavement Condition Index (PCI) to objectively compare con-
ditions across different roads based on an existing lifetime calculation. A linear regression
and a XGBoost model have been applied to predict the respective index and to identify the
relevant features causing road degradation. The best Root Mean Squared Error (RMSE) of
11.74 on the test data is achieved by an optimized XGBoost model with an adjusted R2score
of 0.9011. The model identified large cracks, alligator cracks and rutting as the three most
influential features. Moreover, an XGBoost model was trained to predict potholes based on
historical data. The received scores show a RMSE improvement by 30% compared to the
baseline solutions when including all available data. However, with an adjusted R2 score
of 0.3977 for the best model, the results proof the theoretical potential but do not fulfill the
maturity degree to put the model into production. In a theoretical part the thesis comes up
with a proposal for future road maintenance scenarios focusing on automating data collection
and damage classification. Based on the findings, the requirements to use road maintenance
data for future data-driven decision making are formulated in five recommendations for the
City of Copenhagen. In summary, the current state of data maturity in our case study needs
to improve to effectively leverage data-driven technologies for decision-making.
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(9)Using data to optimize processes and make better strategic decisions is omnipresent in today’s
 world. Not only private businesses, but also the public sector have data analytics on their
 agenda. Recognizing the potential to reduce costs, ameliorate services, increase transparency
 and improve decision-making with the support of data can enhance many processes in
 all sectors [1]. Multiple cities have started their own big data strategies, data analytics
 departments or smart city initiatives, where Information and Communication Technology
 (ICT) and Internet of Things (IoT) systems are used to create data-driven solutions to improve
 their public services.


The City of Copenhagen has declared itself as a smart city [2] and is running several
 initiatives, such as publishing open data sets on "Open Data DK" [3] and developing data-
 driven solutions at the Copenhagen Solutions Lab [4]. Despite being ahead in the development
 of many public and infrastructure services compared to other cities and countries1, the process
 of road maintenance lags behind. Measuring the quality of roads and allocating resources
 of which roads have to be maintained remains a widely manual process in the City of
 Copenhagen at present. Currently, new data about the condition of a road is gathered
 manually every third year for routine assessments and two to four times a year for acute
 assessments through visual inspection.


This master thesis explores how data-driven technologies, such as machine learning, can
 improve road maintenance processes towards data-driven decision making with the case
 study of road maintenance in the City of Copenhagen. We analyze the available data
 from the currently used systems to gain new insights and explore the factors that cause
 road deterioration. To achieve this, we combined the data from three stand-alone systems,


1for example investing one billion DKK in bike lanes and cycle superhighways since 2005 [5]



(10)visualized our findings and developed a Pavement Condition Index (PCI) to better compare
 and understand conditions among different roads. With the knowledge from the data
 exploration, we built a theoretical framework for a predictive maintenance model which
 predicts the number of upcoming acute damages (i.e. potholes) for each road. Lastly,
 we explore different scenarios for a future road maintenance process with the focus of
 automatized data collection and processing at the City of Copenhagen. Based on our findings,
 we provide recommendations for action towards the goal of data-driven decision making.



1.1. Relevance


According to the Danish Executive Order on Public Roads, Section 10 (1), it is up to the road
 authorities to keep the public roads in the condition required by the nature and size of the
 traffic2. That means they have the legal obligation to periodically inspect the condition of the
 public roads and conduct maintenance or restoration activities. Since this is a costly process,
 the interest is high to optimize the trade-off between minimizing the life cycle cost of a road
 and maximizing its service and safety level [6].


Looking at the topic from a macro-economical perspective, maintenance has positive
 economic effects compared to rebuilding roads: A well-maintained road has a lifetime of
 about ten to fifteen years compared to five years until resurfacing is needed for roads without
 maintenance [7]. The non-profit organizationpothole.info estimates that "every $1 million
 not spent this year will cost $7 million in 5 years" [8]. Having a data-driven approach to
 manage road surface conditions enables the recognition of early damages. It opens the
 opportunity to repair the damage before it becomes bigger and more cost-intensive, extend
 a roads’ lifetime, and lastly allows the road engineer to find the optimal time to renew it.


Predictive maintenance will save money and optimize the use of limited public budgets in
 the long term.


Public authorities have not only the legal obligation but also the liability towards their
 citizens to keep the roads safe. Road damages, especially potholes, pose a significant security
 issue to road users. While a car driver gets away with financial damage when driving over a


2Original: Bekendtgørelse af lov om offentlige veje § 10, stk. 1: "Det påhviler vejbestyrelserne at holde deres
offentlige veje i den stand, som trafikkens art og størrelse kræver."



(11)pothole, a bicyclist or motorcyclist might even sustain severe physical damage. If such an
 accident happens on a public road, the municipality has to pay compensation for the damage
 [9]. A study conducted by the National Cooperative Highway Research Program showed
 a correlation between the decrease in pavement friction levels and increase of numbers of
 accidents [10]. Deteriorated roads can also represent significant accessibility challenges for
 people who are visually impaired or need to use a wheelchair.


Every complete restoration of a road involves the closure of the affected road for several
 weeks or months. Citizens are being dissatisfied with road closures because they result in
 traffic jams and detours, as well as noise exposure, for the residents. The motivation is thus
 to repair damages in their early stage to extend the lifetime of roads and reduce the overall
 efforts of road works.



1.2. Motivation


As data science students with a business interest, we decided to engage in a project with
 real-life data and practical relevance. Because of the close collaboration between our partner
 company Ernst & Young (EY) and the City of Copenhagen, we were provided with the unique
 opportunity to work on this project. Our goal is to apply the theoretical knowledge from our
 study program while mastering new skills. Furthermore, we are driven by the fact that this
 project can create a real impact for the future of the City of Copenhagen and, consequently,
 for the taxpayers whose money will can be used in a more meaningful and efficient way.



1.3. Problem Formulation


Identified after various conversations with different teams working with road maintenance
 at the City of Copenhagen, the most significant objective looking forward is to reduce
 the amount of manual labour which is currently needed to assess road conditions and to
 plan maintenance activities. With the help of data-driven technologies, processes can be
 automated, and evidence-based decisions can lead to more efficient allocations of resources.


However, technologies like artificial intelligence, machine learning or deep learning have



(12)created unrealistic expectations while not entirely been understood in its functionality among
 management levels [11].


Our goal for this thesis is to explore the potential of data-driven decision-making of current
 road maintenance processes for the case of the City of Copenhagen. Therefore, we analyze the
 case from theoretical and practical perspectives with a data-centric approach. The objective
 to use data-driven technologies, in this case, is not to replace human jobs but rather to
 support the employees’ daily work and to generate insights that have not existed before.


Our findings and insights from the data and the applied prediction models are formulated
 into recommendations and future scenarios for the road maintenance process at the City of
 Copenhagen.


1.3.1. Delimitation


The purpose of this thesis is to look at the road maintenance process from a data-centric
 perspective. Evaluating the process from a cost perspective is not part of our project. We
 narrowed our research down to roads and excluded bicycle lanes, bridges and sidewalks in
 our analysis due to different deterioration characteristics and base coat materials. When we
 worked with data about acute damages, we only considered potholes since they represent the
 most significant number of a single acute damage type. For both research questions in which
 we tried to predict a feature, we limited our analysis to one optimized machine learning
 model whose results and performance we compared towards a baseline solution. Both of our
 research questions identify as a regression problem. Within an extended approach we could
 have reformulated them into classification problems and used additional models to evaluate
 the performance.


1.3.2. Research questions


The research question that will lead us throughout this entire master thesis reads as follows:


"How can Artificial Intelligence and Machine Learning as data-driven technologies im-
prove the process of road maintenance towards data-driven decision making?"



(13)To answer our research question, we narrowed the topic down to three sub-questions that
 will each focus on various angles of this question and are tailored to the situation at the City
 of Copenhagen as a case study. They include both theoretical and practical aspects.


1. How can road conditions be compared better across different streets, and what are the
 most important features that influence road quality?


2. Can acute damages (i.e. potholes) be predicted based on historical road condition data?


3. Which findings from the literature and real-life case studies can be used for the future
 of road maintenance?



1.4. Reading Guide


The second chapter of this thesis outlines the conceptual framework, explaining the underlying
 theory in terms of smart city and road maintenance as well as the different data-driven
 technologies that we will use for our analysis. Chapter 3 describes our case study, assessing
 the current situation, presenting different terms, stakeholder and processes, as well as
 outlining our business objectives and data-mining goals. In chapter 4, we present our
 methodology and discuss the underlying research philosophy, pass through the different
 steps of the CRISP-DM framework which we base our data analysis process on and explain
 the literature search for our theoretical analysis that will answer our third research question.


In chapter 5, we outline our results, following their discussion and future outlook, as well as
practical recommendations for the City of Copenhagen in chapter 6. The thesis ends with the
conclusion in chapter 7.



(14)This chapter functions as a conceptual framework for the following data analysis and case
 study. It contains the theoretical background about concepts and definitions that are relevant
 to understand the practical parts of this thesis. Starting with a broad introduction to smart
 cities, we will then outline the fundamental concepts of road maintenance, as well as pre-
 dictive maintenance. The chapter ends with a theoretical overview of selected data-driven
 technologies which are applied to answer the research questions.



2.1. Smart City


The concept of a smart city has been used in many different expressions and purposes.


Many cities use the term to bundle different initiatives or (pilot) projects for publicity
 purposes. Despite various efforts of finding a definition for smart city, none of them has
 been established as a standard. A rather broad definition describes a smart city as "a city in
 which ICT is merged with traditional infrastructures, coordinated and integrated using new
 digital technologies" [12, p.481]. The goal of a smart city is to increase the quality of public
 services offered to citizens, make better use of public resources and lower operational costs
 for public administrations [13]. Smart city applications range from air quality monitoring
 over waste management to the monitoring of a cities’ energy consumption [13]. A lot of those
 applications need a significant amount of data in appropriate quality to function effectively.


Most of this data is generated through IoT devices that are affordable for a mass market,
and thus limited public budgets. IoT devices are characterized as objects of everyday life
equipped with microcontrollers and the ability to communicate with each other via the
Internet [13]. With the development and rising maturity of data-driven technologies this data



(15)can be combined and used effectively for various applications. However, it is essential to
 integrate data management techniques to ensure consistency, interoperability, granularity and
 reusability of the data [14]. A potential application is predictive road maintenance.



2.2. Fundamentals of Road Maintenance


Since this thesis tries to explore the potential of data analysis technologies in the context of
 road maintenance, this section gives a brief introduction to the theory of road maintenance.


Definitions to various terms that are following throughout the entire thesis can be found in
 this section. Furthermore, background information is given, which is crucial to understand
 where machine learning can and cannot add any value in the process.


We understand the term road maintenanceas the combined set of activities to assess the
 condition of a road, to plan maintenance actions and to execute them. In the case study, we
 distinguish between two strategies of road maintenance:Acute Maintenance, which includes
 activities reacting directly to the results of routine assessments, and Planned Maintenance,
 which is based on information collected during the periodic condition assessments, supple-
 mented by special inspections and investigations. Planned maintenance is characterized by a
 long planning horizon and by the fact that it is implemented after an economic optimization
 of which effort yields the most significant benefit [15, p.13-14].


According to the American Society for Testing and Materials, road damages are defined
as "external indicators of pavement deterioration caused by loading, environmental factors,
construction deficiencies, or a combination thereof" [16, p.1]. Typical distress include cracks,
rutting, or potholes. However, we will give a detailed overview in 3.1.3 about which types
of road damages we considered and what we understand by the used terms. The terms
Pavement Damage, Pavement DistressandRoad Anomalyare used as synonyms for road damage,
if not highlighted differently (road anomalies can also represent safety-related anomalies on
the road, for example in the form of a speed bump).



(16)2.2.1. Measuring Road Condition


To assess the condition of a road and to plan maintenance activities, several terms and concepts
 have been established. Data of road assets and results of inspections are consolidated in a
 Pavement Management System (PMS). In general, a PMS manages the maintenance of road
 pavements to provide optimum maintenance under budget constraints [17]. The amount and
 quality of the data play as a result of this an essential role, as "insufficient and inadequate
 data can result in unfortunate decisions, which later leads to the loss of time and resources,
 compromising the quality of the road network" [18, p.154].


Several ways of quantifying the condition of pavement have been found. Probably the
 best known is thePCI. Other by researchers commonly used indices include theInternational
 Roughness Index (IRI),Present Serviceability Index (PSI),Remaining Service Life (RSL), andPresent
 Serviceability Ratio (PSR)[19]. For our thesis, we will use the concepts of the PCI and the RSL,
 which we will explain in the following sections. Our choice of indices is based on the simple
 interpretability of the PCI, as well as on the provided data which already includes the RSL.


Pavement Condition Index (PCI)


The PCI is defined as "a numerical rating of the pavement condition that ranges from 0 to 100
 with 0 being the worst possible condition and 100 being the best possible condition" [16, p.1].


The US Army Corps of Engineers developed it in 1982 [20]. In general, the PCI is calculated
based on type, severity, and extent of distresses of the surface but is not able to include
structural capacity, skid resistance or roughness [16]. There are multiple ways to calculate
the PCI. Traditionally, it was "hand-calculated" after conducting a visual inspection of the
pavement, whereas nowadays automatic image recognition methods have been established in
many organizations [20]. Researchers also tried to predict the PCI using different approaches
as utilizing surface deflection data from Falling Weight Deflectometer (FWD), combining
other indices such as the IRI or focusing on pavement age as major prediction factor [20]. The
goal of the PCI is to provide an objective basis for maintenance and repair planning [16].



(17)Remaining Service Life (RSL)


As the name already reveals, the RSL is defined as "the time from the present (i.e. today)
 to when a pavement reaches an unacceptable condition requiring construction intervention"


[21, p.3]. The prediction of the RSL poses an essential component of maintenance planning,
 especially in network-level management which focuses on determining the budget required
 to preserve the pavement network at a certain standard [19, 22]. Multiple factors influence the
 lifetime of a road, as explained in subsection 2.2.2. With the growing maturity of data-driven
 technologies, the trend to predict the RSL has been shifted from linear degradation models to
 approaches using different types of machine- and deep learning models. Several methods
 to predict the RSL have been tried out, among them using data from specialized sensors as
 Heavy Falling Weight Deflectometer (HWD), FWD and Ground Penetration Radar (GPR) [19,
 22].


2.2.2. Factors Influencing Road Lifetime


Usually, the lifetime of a road lays between 10-20 until up to 50 years, depending on various
 factors such as traffic volume and pavement material. However, the structural condition of a
 road is also influenced by multiple external factors which can lead to faster road deterioration
 than originally anticipated. Most PMSs do not consider structural conditions of pavement to
 select treatments, despite a statistical relationship between functional and structural conditions
 [20]. A comprehensive literature review from the University of Khartoum (Sudan) revealed
 the most influential factors on road lifetime, which we will present in this section [23]:


Heavy traffic and high traffic load are the factors that are the most obvious ones to
 influence the lifetime of a road. The most common defects that traffic is generating are the
 deformation of the pavement surface due to overloading more than the road has originally
 been designed for. Those deformations result in the form of cracks or depressions or ruts.


This can be observed on roads with multiple lanes where heavy traffic mostly frequents the
 outer lane.


Climatic changessuch as rainfall or temperature changes are another important external
factor that leads to road degradation. Those climatic changes are the reason why roads



(18)with little to no traffic still require appropriate maintenance. Especially rainfall influences
 the pavement condition because many damages arise or worsen through moisture in the
 subgrade soil. Long rain periods with low intensity can thereby be more destructive than
 short rainfalls of high intensity due to their impact on the subgrade [23]. In northern areas,
 such as Denmark, frost also plays an essential role in changing the density of subgrade soil,
 causing road cracks which are responsible for reducing the stiffness of the pavement structure
 [15, 24].


Poor drainageis directly linked to the previously mentioned effect of climatic changes. The
 worse rainfalls are getting drained from the road surface, the higher is the moisture that drips
 underneath the surface. The resulting decrease of strength in pavement makes the road more
 vulnerable to other factors as heavy traffic with the consequences of damages as potholes.


Lastly, theconstruction with low-quality materialsandexpansive subgrade soilare com-
 mon factors that lead to an adverse effect on pavement condition. Volume changes in the
 subgrade in combination with material that is not constructed to handle them, accelerate the
 emergence of road damages as crackings or settlements.



2.3. Predictive Maintenance


Predictive maintenance is a maintenance management method as opposed to run-to-failure
 management and preventive maintenance. According to Keith Mobley, predictive maintenance
 in the general context can be defined as "the regular monitoring of the actual mechanical
 condition, operating efficiency, and other indicators of the operating condition of machine-
 trains and process systems [that] will provide the data required to ensure the maximum
 interval between repairs and minimize the number and costs of unscheduled outages created
 by machine-train failures" [25, p.4].


Sule Selcuk describes that predictive maintenance primarily involves foreseeing a break-
down of the system to be maintained by detecting early signs of failure in order to make
maintenance work more proactive [26]. Selcuk adds that recent advances in information tech-
nology enable predictive maintenance applications to be more efficient, applicable, affordable,
and consequently more standard and available for all sorts of industries [26].



(19)Surveys of maintenance management effectiveness indicate that "one third (33 Cent) of
 every dollar spent on maintenance is wasted - as a result of unnecessary or improperly carried
 out maintenance" [25, p.1]. Therefore, the goal of predictive maintenance is to optimize the
 total plant operation. That includes not only life cycle costs but also improved productivity
 and product quality.


In our case, instead of optimizing a production area in a plant, the roads are the parts
 that have to get maintained. Effective predictive maintenance cannot only optimize the
 maintenance cost but also improve the overall road quality and thus, safety.



2.4. Data-Driven Technologies


In our master thesis, we explore different data-driven technologies and use terms such as
 Artificial Intelligence or Machine Learning. Those terms are widely used in the English
 language despite often lacking some clear definitions which we will outline in this section.


Following, we will explain the theory behind the two machine models that we will later
 implement with the data from our case study and their performance evaluation metric.


The term Artifical Intelligence (AI) is an umbrella term consisting of a lot of different
 definitions from various researchers looking at the topic from different perspectives [27]. The
 origins of an "artificial intelligence" arise from the philosophy which deals with the question
 if machines can behave intelligently and if they count as having an actual mind. AI can be
 defined as "the study of agents that receive percepts from the environment and perform
 actions" [27, p.VIII]. Recent progress in the understanding of the theory behind intelligence
 and the development of computational systems has led to an increased research interest in
 various sub-fields of AI [27].


One of those sub-fields which can realize parts of artificial intelligence isMachine Learning
(ML), which can be defined as "the field of study that gives computers the ability to learn
without being explicitly programmed" (Arthur Samuel, 1959) [28, p.20]. Translated to our
approach as data scientists the system, in our case, various models, learn from experiences
that fulfil a certain task. There are three main categories of ML models that vary on the way
they are trained and on the category of their task [28, 29]:



(20)• supervised learning, where the input is mapped to a known output (labelled)


• unsupervised learning, where the training data is unlabeled to find inference in the
 data


• reinforcement learning, where a self-optimizing agent observes the state of the envi-
 ronment, takes actions and gets rewards


This thesis focuses on supervised learning due to the nature of the problem and the
 available data. Supervised learning is mainly known to solve either classification or regression
 tasks. The difference lies in the type of output. For a classification problem, the model
 is predicting a discrete or categorical label. Typical use cases are image categorization or
 sentiment predictions. On the contrary, a regression problem is to predict a continuous
 quantity. This quantity could be, for example, stock prices, temperature or sales volume.


Both have in common that they use labelled data as ground truth and that they try to find
 correlations between input and output variables [28]. The challenges that we face in this thesis
 are all identified as regression problems, as the first two research questions try to predict
 continuous variables.


2.4.1. Regression Models


A regression model predicts a continuous dependent variable, also called regressand, pre-
 dicted variable or response variable by one or more independent variables, also known as
 regressor, predictor or, in machine learning terms, features. There are two different models
 that we use in this thesis, linear regression and XGBoost, whose functionality will be explained
 in the following part.


Linear Regression


One of the most straightforward approaches for supervised learning and regression models
is the linear regression and thus serves as a starting point [30]. Training a linear regression
algorithm means to feed the model with training examples so that it finds the parameters
that make the linear model fit best to the data [28]. While its simplicity allows a quick



(21)implementation, a disadvantage of the model is the assumption of a linear relationship
 between the predictors and the dependent variable, which - in most real data cases - is not
 valid. It is possible through feature creation to include more complex relationships. However,
 this approach is rarely sufficient to cover complex relations and need a lot of domain and
 data knowledge.


Simple Linear Regression


Simple Linear Regression predicts the quantitative response Y based on a single predictor
 variable X. A simple example is visualized in Figure 2.1. It is based on the assumption that
 there is approximately a linear relationship between X and Y [30]. Mathematically, we can
 write this linear relationship as:


Y= β0+β1X


β0and β1 are two unknown constants that represent the intercept and slope terms in the
 linear model. The LR model estimates those coefficients by minimizing the least-squares
 criterion.


Multiple Linear Regression


Having more than one variable as the predictor, multiple linear regression is needed to fit a
 model withp distinct predictors.


Y= β0+β1X1+β2X2+...+βpXp+e


Xi represents theith predictor, and βi quantifies the association between that variable and
 the response. All parameters are estimated using the same least-squares method that we saw
 in the context of the previously explained simple linear regression.


Decision Trees, Boosting and XGBoost


ADecision Treeis a simple non-parametric approach and can be used for classification as
well as regression problems. The algorithm creates a tree structure based on conditional



(22)Figure 2.1.: Example of a linear regression [28]


control statements. The partition is created so that observations with the same dependent
 variable are grouped. After the tree is built, a constant value of the response variable is
 predicted within each leaf node (node that does not split) [31]. A visualization can be found
 in Figure 2.2.


In order to get better predictions, a technique called "ensemble learning" is applied. The
 concept is to aggregate the predictions of a group of predictors that will use the "wisdom of
 the crowd" and achieve better results than an individual predictor [28]. One of those methods
 is boosting. The idea is to train multiple decision trees sequentially with each new tree trying
 to reconstruct the residuals of its predecessors. This method works best with simple models
 like shallow decision trees.


Gradient Boosting is one of the boosting algorithms. It tries to fit the new predictor
based on the residual errors made by the previous predictor. Besides,XGBoost("Extreme
Gradient Boosting") is an optimized gradient boosting library, which is considered as a
popular algorithm for tabular data in practical applications. It considers the distributions
of features by adding a penalty for high model complexity (regularization). Furthermore,
it includes computational tweaks for better performance [32]. XGBoost is perceived as the
standard model for tabular data in the industry and is usually the best performing model
while it still includes feature importance. However, decision trees are generally susceptible
to small variations in the training data [28] and easily overfit by adapting too closely to the



(23)Figure 2.2.: Example of a decision tree
 learning sample and thus not generalize well [31].


Feature Importance


Feature importance is defined as the contribution of the features in our model to the prediction.


Since the input predictor variables are rarely equally relevant, only a few input predictors
 have a substantial influence on the response [29]. Understanding the feature importance
 means to understand the model outcome.


In linear models, e.g. linear regression, the impact of a feature is described by its coefficient
 and its significance. If the features are similarly scaled, a high (positive or negative) coefficient
 explains a high (positive or negative) effect on the model outcome. The p-value of a predictor
 describes the significance of the effect between the response variable and the predictor.


Normally a p-value below 0.05 can be interpreted as a significant influence on the outcome.


[30]


For decision tree-based models, e.g. XGBoost, feature importance can be understood in
 multiple ways. The XGBoost package has a function included that returns five different ways
 to understand the feature importance [32]:


• weight: the number of times a feature is used to split the data across all trees


• gain: the average gain in accuracy across all splits the feature is used in
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• total gain: the total gain across all splits the feature is used in


• total cover: the total coverage across all splits the feature is used in
 Based on the use case, an appropriate method can be chosen.


2.4.2. Time Series Prediction


Events that are observed sequentially over time are called a time series. Time series can
 either be observed at regular intervals of time (e.g., hourly, daily, weekly, monthly, quarterly,
 annually) or irregularly spaced [33]. The goal of forecasting time series is to estimate how the
 sequence of observations will continue based on historical data[33].


Time series models that are solely analyzing previous values of the dependent variable are
 called univariate, while models which use additional features which may be of relevance to
 the data for the prediction are called multivariate. However, another method is to decompose
 the different lags of the different variables of the time series into separate features and predict
 by using "traditional" ML models, like decision trees or neural networks [34]. The advantage
 is that it can be used for data sets that contain only few time lags of the variable that will be
 predicted.


2.4.3. Model Evaluation Methods


In order to evaluate the performance of different machine learning models on a data set,
various methods and concepts exist which are explained in the following subsections. First,
the concept of splitting the data set into training and test data is explained, which works
as a foundation for the cross-validation method. Subsequently, hyperparameter tuning and
feature selection as part of model optimization, as well as different evaluation metrics are
presented.
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The simplest method to find out if a model generalizes well to new cases is to split the
 data into two sets: the training set and the test set. The model gets trained using the
 training set and afterwards tested using the test set. The error rate on new cases is called the
 generalization error, and by evaluating the model on the test set, an estimation of this error
 explains the performance of the model on new instances [28]. A commonly used ratio to split
 a data set is to randomly select 80% of the data as the training set and 20% as the test set.


When working with time-series data, randomly selecting a training and test set removes
 the time series information, and the results become unusable. In time-series data, historical
 values are used to explain the future the splitting into training and test set has to consider
 these characteristics [33, 17].


Cross-Validation


Another common approach to generalize a model and consequently reduce overfitting is
 cross-validation. The training set is divided into subsets and the model is trained against
 various combinations of these subsets, and validated against the left-out parts. Once the
 hyperparameters are tuned, a final model is trained with these hyperparameters on the full
 training set to measure the error on the test set [28].


Model Optimization


Most machine learning models have different hyperparameters, such as depths of decision
 trees or number of used parallel threads. To generate the best possible result of a model,
 the best combination of those hyperparameters has to be identified. This problem is known
 as hyperparameter optimization [35]. An optimal combination of hyper-parameters can be
 found for instance by utilizing GridSearch, an approach of trial and error where a model gets
 trained with all possible combinations of predefined values for the hyper-parameters and
 which returns the best combinations of the tested hyper-parameters. Typically, this approach
 is combined with cross-validation to achieve more generalizable results [28].


Similarly, feature selection is another way to optimize implemented models. While too



(26)few features lead to a too general model which cannot capture the whole complexity of the
 problem (underfitting), too many features can specialize too much on the training data and
 therefore perform worse on the test data (overfitting). Multiple concepts exist to determine
 which features to include; one of them is called regularization. The idea behind regularization
 is to prevent overfitting by adding a penalty term which is dependant on the number of used
 variables [29].


Evaluation Metric


In order to optimize a model, it needs an evaluation metric to know when it improved and
 when it worsened. Various of these metrics exist; however, this thesis is mainly analyzing the
 Root Mean Squared Error (RSME) and the (adjusted)R2 score of the implemented models.


One advantage of the RMSE compared to other evaluation metrics is its robustness against
 outlier. The adjustedR2 score is favourable to the standardR2score since it takes a models’


complexity into account.


A standard metric to optimize the regression problem is by minimizing the Root Mean
 Squared Error. It evaluates the standard deviation of the errors in the prediction. An RMSE of
 10, for example, means that about 68% of the model prediction falls within±5 of the actual
 value and about 95% falls within± 10 of the real value [28]. Mathematically, the RMSE can
 be calculated as follows:


RMSE(X,h) =
 s1


m



∑
m
 i=1

(h(x(i))−y(i))2


Thereby,mis the number of instances in the data that the RMSE is measured on and x(i) is
 a vector of all the feature values (excluding the label) of the i-th instance in the data set, and
 y(i) is its actual output value [28].


Alternatively, theR2 metric describes the proportion of variance that the current model can
explain [29]. The value lies between 0 and 1, although aR2of 1 is usually not achievable in
reality. The value is independent of the scale of the response variable and is calculates by
using the following formula:



(27)R2= TSS−RSS


TSS =1− RSS
 TSS


TSS represents the total sum of squared errors and RSS measures the amount of variability
 that is left unexplained after performing the regression [29]. Since theR2 always increases
 as more variables are added, it needs an adjustment to take the complexity of a model with
 multiple independent variables into account by adding a penalty for complexity (similar to
 regularization) [29]. In the least-squares model withd variables, the adjusted R2 value is
 calculated as follows:


R2(adjusted) =1− RSS/(n−d−1)
 TSS/(n−1)



2.5. Data-Driven Decision Making


Data-driven decision making means to base decisions on the results of a data analysis instead
 on intuition [36]. In the context of road maintenance, an example of data-driven decision
 making could be to decide which roads to repair in the upcoming year. This decision can
 either be based on an experienced road engineers’ opinion about which roads are supposedly
 in the worst condition or else it can follow a data-driven approach and be based on a
 standardized index that calculates the condition of each road according to defined criteria.


Potentially, the decision can also be based on a combination of both approaches [36].


The benefits of data-driven decision making have been proved, as it has been statistically
shown that the more data-driven a firm is, the higher its productivity [37]. Although the
advantage of machine-based decisions lays in its objectivity, machines can still contain hidden
biases based on the historical data that they have been trained on. This is why it is important
to strive not for perfection but towards the best available alternative [11].



(28)This chapter describes the business understanding part of the CRISP-DM model. As stated in
 previous chapters, our case study is the road maintenance process at the City of Copenhagen.


Through various interviews and meetings with different project teams working on road main-
 tenance tasks, we identified relevant stakeholders and current processes that are presented in
 this chapter. First, we give background information about the organizational situation in the
 form of a stakeholder overview since there are different public and private actors involved in
 this process. Following the explanation of the different systems utilized for data collection
 and project planning, we describe the different types of road damages. We end the first part
 presenting the current roadwork planning and execution process itself. This part is essential
 to understand in which parts we can use data analytics and automation to improve processes
 and which parts require human assessments to a great extent, i.e. where automation does not
 create meaningful results. Following that, we summarize the requirements, assumptions and
 constraints of the project and the data. In the second part of this section, we formulate our
 business objectives. The chapter finishes by describing our data mining goals and success
 criteria.



3.1. Background


In this section, we give an overview of involved stakeholders, the utilized systems, the types
of roads and types of damages and the current road maintenance planning and execution
processes. We conclude this part by outlining requirements, assumptions and constraint of
this case study.
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In order to understand the current processes around the road infrastructure maintenance
 at the City of Copenhagen, we will give an overview of the involved stakeholders. Primary
 coordinator of infrastructure maintenance and improvements is the Teknik- og Miljøforvalt-
 ningen (Technical and Environmental Management) (TMF). The responsibilities of the TMF
 are roughly divided into four different entities - one of them the physical department of
 the city ("Byens Fysik") who are responsible for the physical planning, building and upkeep
 of roads, parks, city squares and bicycle lanes. The different responsibilities lay in various
 centres and their project teams. For the subject of road maintenance exist several teams: One
 team is responsible for collecting and updating data about roads ("Vejdata"), one is handling
 small maintenance projects ("Vejvedligehold - mindre opgaver"), another one bigger projects
 ("Vejvedligehold - større opgaver") and one team takes care of the entire restoration, rebuild
 and quality improvements of bicycle lanes and roads ("Cykel, vej og genopretning"). On an
 administrative level functions TMF Staff ("TMF Stab") who supports the entire organization
 in core business functions like human resources, finance or legal. Part of TMF Staff is also
 a digitalization department [38]. Small maintenance projects include acute damages that
 need to be fixed within two hours to up to one year, depending on their severity. Both
 small and more significant projects are determined, planned and executed with a budget
 within the TMF. Conversely, entire restoration or rebuilding projects have to presented to
 local decision-makers in the political system to allocate the required budgets. On a national
 level responsible for road maintenance is the Danish Road Directorate ("Vejdirektoratet") who
 is responsible for the maintenance of state-owned roads, mainly highways and bridges. Their
 processes of assessing road conditions and executing maintenance projects are separated from
 the municipality-owned roads.


3.1.2. Utilized Systems


The three systems containing the data about road conditions, RoSy, PUMA and Giv et
Praj are coordinated and maintained by two entities within the TMF. Figure 3.1 shows the
relations between systems that contain data about road conditions, entities that work with



(30)Figure 3.1.: Overview of Systems and Stakeholders handling Road Maintenance at the TMF
 road maintenance and different stakeholders who collect the data for the respective systems.


RoSy


RoSyc Road Asset Management System (RoSy)is the PMS of the City of Copenhagen, containing
 exhaustive data about the condition of each road, divided into road segments [39]. Initially
 developed by the company Sweco1, the system is coordinated by the Vejdata-team in the City
 of Copenhagen since 2004. From a total of 3000 roads in Copenhagen (excl. Frederiksberg),
 RoSy contains 1246 public roads. The remaining roads are private, and thus the responsibility
 to maintain and rebuild them does not lay with the municipality. Each public road is assessed
 every third year on a routine basis through manual visual inspection by a third party. The
 individual features of the data set are presented in 4.5, and the types of damages and roads
 are explained in 3.1.3. Data from RoSy is mostly used for bigger maintenance and complete
 restoration projects ("Cykel, vej og genopretning" and "Vejvedligehold - større opgaver"


departments).


1A Swedish architecture and engineering consultancy with a focus on public infrastructure
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Platform til Understøttelse af Mobile Arbejdsgange (PUMA)is a platform developed in-house
 by TMF Staff [40]. The system contains data to coordinate maintenance processes not only
 for road maintenance but for various areas of activity (cleaning of roads, bike lanes and
 sidewalks, maintenance of parks and green areas). Concerning road maintenance, PUMA
 contains data about "acute" damages. Rather than the damage itself, the system holds data
 in the form of tasks. Each public road of the City of Copenhagen, in addition to the routine
 inspection that is captured in RoSy, gets specifically inspected for acute damages 2-4 times a
 year. Roads with a high traffic volume are inspected four times, other roads twice by road
 inspectors of the TMF. The different tasks to fix the acute damages are mapped to specific
 damages and specified in 3.1.3. In the system, coordinators can then see all entries, prioritize
 and bundle them for the workers who fix the issues.


Giv et Praj


Giv et Praj(Engl. "Give a hint") is a system developed by Sweco, and also coordinated by TMF
 Staff. The objective of this system is to collect complaints from citizens and categorize them to
 create actions for the municipality [41]. In the first step, the citizen chooses the exact location
 on a map of Copenhagen. Then, the category and specific label of the issue has to be selected
 and a picture of the issue attached. The system itself covers many different topics, ranging
 from trash and broken glass on streets and green areas up to broken street lights. Within the
 framework of the topic of road maintenance in this thesis, the only label whose data we have
 used is potholes. Once a hint has been created in Giv et Praj, the data is manually reviewed.


If it concerns road maintenance, the task is printed out and verified by a road inspector who
 inspects the reported location. Afterwards, the task is created in PUMA as a new entry. This
 manual labour intensive process is currently under review to be replaced within the TMF.


3.1.3. Types of Roads and Types of Damages


The City of Copenhagen differentiates between four different types of roads: traffic roads
("Trafikveje"), distribution roads ("Fordelingsveje"), residential roads and squares ("Boligveje



(32)og pladser") and paved roads. Traffic, distribution and residential roads have a base course
 layer of either asphalt, concrete or macadam, while paved roads consist of paving stones.


Each combination of road type, base course and daily traffic (0-2000, 2000-10000, 10000-20000,


>20000 cars/day) has an individual expected lifetime between 10 - 20 years and 50 years for
 paved roads.


The Danish Road Directorate published in a detailed report about road maintenance in
 Denmark in 2009 the theoretical background behind the different types of damages and road
 surfaces [15]. The damages are mapped to a particular category that they influence (security,
 comfort or lifetime of the pavement), and described in detail with exemplary images and
 their causes. Since RoSy was developed by a private sector company (Sweco), the damages
 in the system, thus the data that we are using in our analysis, does not fully correspond
 to the damages described in the official guide. Sweco created its catalogue with guidelines
 about condition registering about the types of damages that they use in their road asset
 management systems. However, it lacks some details about the damage causes [42]. Based
 on this damage catalogue from Sweco, the City of Copenhagen published their guidelines
 about registering different types of damages, as well as additional information about the road
 evaluation process [43]. Table 3.1 gives an overview of the different damages registered in the
 RoSy system with added information from all three previously presented reports. Images
 showing each damage type can be found in Appendix A.1.


In all cases of damages, the number of square meters that need to be repaired is registered
 in RoSy. The only exception is large cracks, where the length of the damage in meters is
 registered in the system. All used damages can occur on all types of roads that are recorded in
 RoSy, eexcept for Chip loss that can only occur on chip seal roads (in danish: OB2). Table 3.2
 shows the percentage of the limit for each damage in RoSy depending on the traffic volume
 that will lead to a lifetime reduction of a road section. The extent of how much it will reduce
 the lifetime after a damage has reached its limit is not known to us.


2OverfladeBehandling, see https://www.munck-asfalt.dk/5-bel\T1\aegningstyper.html, accessed
04.05.2020
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Damage type Description Category Main Causes


Small cracks Longitudinal cracks < 5mm
 length


Lifetime Softening of unbound layers
 Lack of side support


Roots or other vegetation
 Large cracks Longitudinal cracks > 5mm


length


Lifetime Inadequate carrying capac-
 ity


Frost and thaw


Roots or other vegetation
 Alligator


cracks


Interconnected vertical and
 longitudinal cracks resem-
 bling the hide of a crocodile


Lifetime Same as large cracks


Settlements Uneven parts of a road be-
 tween 2 cm and 15 m


Comfort Inadequate side support
 Leaking pipes


Frost and thaw
 Rutting Parallel grooves on the pave-


ment surface (Settlements >


15 m, depth > 2 cm)


Security Heavy traffic


Unstable asphalt layer
 Raveling Disintegration of asphalt


road surface due to the dis-
 lodgment of aggregate ma-
 terials


Lifetime/


Comfort


Washed out mortar or other
 aggregate material


Chemical or oil spills
 Inadequate compaction
 Chip loss Loss of cover aggregate (ex-


ists only on roads with OB-
 surface)


Lifetime Adhesive Deficit


Wrong choice of type on OB
 Stripping/


Peeling


Loosened or removed flakes
 from the surface with depth


< 5 cm


Comfort Frost and thaw


Enclosed moisture or hol-
 low spaces between layers
 Too thin surface layer
 Potholes Local asphalt material being


damaged and torn away by
 the traffic, thereby exposing
 the unbound support layer
 with depth > 5 cm


Security Frost and thaw


Soft areas in support layer
 Oil spill


Limescale
 Bleeding Repairs that are typically


performed as security re-
 pairs (filled potholes); usu-
 ally do not last long and
 cause a bumpy road


Lifetime/


Comfort


Filled potholes


Patches Patches on top of old coat-
 ing, resulting from repara-
 tions (e.g. cables or pipes)


Lifetime/


Comfort


Reparations beneath surface
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Damage Low traffic Medium traffic High traffic


Small cracks <5 mm. 19 17 12


Large cracks >5 mm. 200 200 200


Alligator cracks 10 9 6


Settlements 16 8 6


Rutting 13 15 14


Raveling No limit No limit No limit


ChipLoss 24 20 16


Stripping / Peeling 4 4 4


Potholes 5 5 5


Bleeding 10 9 6


Patches 60 60 60


3.1.4. Roadwork Planning and Execution


At the City of Copenhagen, there are three different processes for roadwork planning. The
 present budgets are split up into the restoration projects which need political approval ("Cykel,
 vej og genopretning", 169 million DKK), and small and more significant maintenance activities
 ("Vejvedligehold - mindre / større opgaver", each 40 million DKK) which are coordinated
 within the TMF. As shown in Figure 3.1, data from RoSy supports the decision planning for
 restoration and bigger maintenance projects. Therefore, the RoSy system creates a longlist
 each year. This longlist contains all road segments with a remaining lifetime of the present
 or a previous year. The latest longlist to this date contains around 20% of all road segments
 in the City of Copenhagen. In the next step, the data in this longlist is coordinated by the
 Vejdata team, where 50% of all road segments get selected for the next step. This so-called
 screening process takes place to ensure that the manually entered data is accurate and that
 the selected streets do need a renovation. Focus areas are hereby to evaluate accessibility,
 aesthetics, and safety-related issues, while the latter has the highest priority. In this step,
 another 3% of road segments get sorted out. Afterwards, the decision is taken which of the
 remaining road segments are getting sent through the political approval process and which
 are getting fixed within the budget of the TMF.


Acute damages are handled somewhat differently at the City of Copenhagen, where the
data taken from PUMA functions as a decision-making tool. The road damages are recorded



(35)in the form of tasks. Depending on the severity level of the tasks, they have to get carried out
 between two hours (severity level 3) and one year (severity level 0 and 1). A road maintenance
 worker gets a list of tasks to be executed from the PUMA system. However, in reality, it
 happens that damages get fixed without being registered as so in the system, for example, if
 they are close to other damages that are on the "To-do" list. The budget entirely covers all
 maintenance tasks within the TMF.


3.1.5. Requirements, Assumptions and Constraints


The CRISP-DM framework provides this section to inform about the requirements, assump-
 tions, and constraints of this project. We are aware that different stakeholders may pursue
 different interests regarding the business objectives of this project. We, as authors of this
 thesis, take a neutral standpoint. Thus, defining our business objectives and data mining
 goals based on the values and the research philosophy that we believe in. We will explain
 our research philosophy in more detail in 4.1. The data that we are processing in this thesis
 project does not contain any personal data. Thus there are no conflicts regarding the General
 Data Protection Regulation from the European Union. Besides that, all data sets that we are
 processing have been given consent to with the TMF sending it to us.


Every assumption that we make in this project is highlighted as such. Most assumptions
 concern the data preprocessing and are explained in the respective sections of the methodology
 chapter. We also want to underline that all results that are presented and discussed in this
 thesis are based on the data that we have received. We are aware that it might differ from
 reality due to missing data or inaccurate data for various reasons. The results are meant to be
 of a prototypical value and should not directly be used for business-related decisions.


Several constraints are given in this project. This includes the time factor which limits us
to develop prototypical findings rather than a fully developed deliverable, as a continuous
data pipeline and dashboard. Furthermore, we approach this topic from a data-centric
perspective and background. In order to leverage our results, field-specific knowledge should
be integrated into the process.
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3.2. Business Objectives


The primary business objective of this project is to explore the potential of data-driven tech-
 nologies in the field of road maintenance, as well as to provide a methodological framework
 to gain insights and value out of the existing data. Not in scope of this thesis is a cost-benefit
 analysis with financial measures. Through the initial interviews that we conducted with the
 Vejdata team and the TMF Staff team, we identified three challenges that we want to address
 as future business objectives (BO).


BO-1: Gain new insights out of the combined data sources: One challenge constitutes
 the current lack of interoperability between the systems RoSy, PUMA and Giv et praj. Each
 system is running on its own, and no data gets exchanged between each other. The same
 applies to the teams coordinating those systems which are not familiar with the processes
 and data in other systems except the one in their responsibility. This poses a high risk
 of redundant processes or decisions that are based on incomplete data. The first business
 objective would be to unify all activities concerning road maintenance and restoration. Thus,
 in the first step, we are combining the data from all three sources to analyze it and understand
 in which ways the data is complementary.


BO-2: Predict acute damages earlier: The next challenge is built on top of the first one.


When we talked with the Vejdata team who is exclusively working with the data in RoSy for
 planned maintenance activities, the interviewees showed interest in getting more familiar
 with data from acute maintenance inspections. The goal is to identify patterns in order to
 create an "early-prediction system", using the combined data from all three systems. It would
 identify the road segments with their number of acute damages occurring in the foreseeable
 future. From a business perspective, this early prediction system can support decision-makers
 in their plannings to better allocate their budgets since acute damages that have to get fixed
 directly (depending on their severity) present the less cost-effective option.


BO-3: Automated assessment of road conditions: Lastly, both teams that we talked to
have mentioned the amount of manual labour that the current processes contain. Looking at
the literature and examples from other cities, it becomes apparent that the current processes
of assessing road conditions at the City of Copenhagen are not state-of-the-art anymore. Due



(37)to the scope and time frame of the thesis, as well as the fact that market-ready solutions to
 automate the assessment of road conditions already exist, we decided not to build and test our
 prototype of automated data collection. Instead, we focus on comprehensive literature and
 case analysis to explore the various possibilities of automated data collection. This analysis
 should function as an inspiration for future ways of conducting periodic inspections more
 frequently and cost-effectively to reduce manual work.



3.3. Data Mining Goals


From the business objectives, we can directly derive our data mining goals. While the business
 objectives present more of a desired long-term achievement, the data mining goals described
 in this section are tailored to the scope of this thesis. With insecurities of the data quality
 and the lack of essential data, our primary goal is not to achieve perfect accuracy scores on
 the training data, since they might, in this case, be a sign of overfitting. We thus defined the
 following three data mining goals (DG), whereas DG-1 and DG-2 refer to BO-1 and DG-3 are
 derived from BO-2. BO-3 is addressed in this thesis entirely on a theoretical basis.


DG-1: Calculate a Pavement Condition Index (PCI) for each road segment: The data as
 it is available to this date (see also 4.5.2) contains structured data about current and historical
 damages of roads clustered in various segments and lanes, as well as metadata about the
 type and structure of the road. Furthermore, it contains the predicted year when the road
 segment has reached the end of its lifetime. However, since the assessments of all roads are
 distributed over various dates, this value is not ideal to indicate the current condition of a
 road. Therefore, our goal is to assign each road segment a PCI, meaning a value between 0
 and 100, based on their damages expected residual lifetime. This makes it easier to compare
 road segments against each other, as well as to assess their historical degradation.


DG-2: Explain the importance of different properties and damages by predicting the
PCI: Having assigned a PCI value to each road segment, we want to build a model that
can predict this value. Fitting a suitable model allows us to "reverse engineer" the (for us)
unknown lifetime prediction of the RoSy system. Looking at the results of the model, we can
find out which variables, meaning which damages or which characteristics of a road, have
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DG-3: Predict the expected number of acute damages for each road segment: Acute
damages in our case means potholes of different severity levels since they are the most
dominant of all acute damages. Using the historical developments of all damages and the
knowledge from the combined datasets, our last DG is to predict the expected number of
those acute potholes.
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 ure 4.1), whose different layers represent the different stages that have to be passed throughout
 the research process [44]. To understand the outcome of our analysis, it is essential to un-
 derstand the assumptions that our research questions are based on. In the first section we
 will explain the underlying research philosophy and our approach on how we developed our
 research questions. This leads us to a sequential, multi-phase research design, which will be
 presented in section 4.2. The data analysis underlies theCRISP-DMframework, which we will
 explain in section 4.3. The following sections describe the different steps of the framework.


Lastly, we explain our methodology of the development of future scenarios to automatically
 measure road quality and improve the road maintenance process at the City of Copenhagen.


The underlying research process is based on findings from the literature and case studies
 from other cities.



4.1. Research Philosophy and Approach


Saunders et al. take a pluralist approach, acknowledging the co-existence of multiple re-
search philosophies in management research and describe five different philosophies that are
dominating the research world: Positivism, Critical Realism, Interpretivism, Postmodernism
and Pragmatism [44]. Each of those philosophies is based on a different interpretation of
three underlying research assumptions: Ontological assumptions, which refer to the nature
of reality, epistemological assumptions, which address what is considered as acceptable and
legitimate knowledge, and axiological assumptions, which cover the role of value and ethics
[44]. Our assumptions inevitably shape how we understand our research questions, the



(40)Figure 4.1.: Saunders Research Onion [44, p.130]


methods we use and how we interpret our findings. The research philosophy closest to our
 values and beliefs is critical realism. This belief has been supported through the use of the
 Heightening your Awareness of your Research Philosophy(HARP) tool [44].


For critical realists, the reality is the most crucial philosophical consideration and is
 understood as external and independent, but not directly accessible through the humans’


observation and knowledge of it [44]. Events that are observed or experienced represent only
 a subset of the entire reality that exists. Critical realists often focus on the historical analysis
 of structures in their research, pursuing a retroductive, also known as abductive, research
 approach.


Rather than using data to verify an existing theory, as in a deductive approach or generating



(41)a theory from collected data, as in inductive approaches, abductive research combines
 elements from both inductive and deductive approaches. More concrete, "data is used to
 explore a phenomenon, identify themes and explain patterns, to generate a new or modify
 an existing theory which is subsequently tested, often through additional data collection"


[44, p. 160]. Transferred to our research questions, we are using historical data about road
 maintenance from the City of Copenhagen and try to find insights and patterns to improve
 the existing knowledge about road maintenance processes. Furthermore, we add data in
 the form of findings from a case and literature research to analyze the potential on how to
 improve the data collection about measuring road conditions in the future.



4.2. Research Design


The next layer of Saunders’ research onion model is the research design which describes
 a framework or the general plan of how to answer our research questions [44]. Following
 the research philosophy of critical realism and our abductive research approach, we chose
 to use a mixed-methods research design. More precisely, we use a sequential multi-phase
 design which involves multiple phases of data collection and analysis [44, p. 187]. Rather than
 conducting a qualitative or quantitative analysis solely, our research design consists of several
 stages, beginning first with a qualitative analysis of the status quo of road maintenance
 in our case study and the determination of the business and data mining goals based on
 conversations with different departments within the administration. The data mining models
 underlie a quantitative analysis, incorporating different machine learning algorithms. The
 quantitative research part allows us to explore patterns, examine relationships between
 different variables and get results for a large amount of data. Lastly, we examine different
 ways of automating road maintenance tasks in future scenarios. The underlying analysis from
 the results of literature and case studies is conducted qualitatively and based on the authors’


of the literature and our subjective views.
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